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1. Introduction

1.1 Research Background
1.2 Research Motivation
1.3 Research Objective
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The Rise of ESG Reporting
oESG reporting has become a key foundation for modern corporate responsibility
and sustainable investment, with stakeholders increasingly relying on these
disclosures to judge whether a company can be trusted (Agrawal, 2025).

The Threat of Greenwashing
oSome companies spread misleading or unsupported claims about their environmental
performance, which seriously threatens market stability (Lagasio, 2024).
oThe complicated language and huge volume of corporate reports make it very time-
consuming and biased to verify them manually (Mousavian Anaraki et al., 2025).

The Need for Automated Solutions
oThere is an urgent need for automated tools that combine NLP and RAG to

accurately detect false or misleading claims in corporate sustainability reports
(Kaoukis et al., 2025; Chen et al., 2025).



1.2 Research Motivation ey
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Limitations of Current Practice
oEven though more companies are required to publish ESG reports, some use

complicated language to hide their poor environmental performance (Seki et al., 2024).

oTraditional audit methods are too slow and limited to catch these subtle and technical

forms of deception at scale (Ong et al., 2025; Chuang et al., 2025).

Gap in Research

oThere is no standard chec
policymakers to tell whet

King mechanism, making it hard for investors and

ner corporate statements are genuine commitments or just

marketing (Seki et al., 2024).
oExisting research still lacks a complete framework that combines language analysis and

RAG techniques to verify whether corporate claims are actually true (He et al., 2025).



1.3 Research Objective &Fv

Main Objectives
o Evaluate whether RAG and reasoning-enhanced RAG improve Macro-F1 in multilingual ESG
promise verification, and measure the added value of reasoning.
oExamine how RAG effectiveness varies across model sizes, datasets, languages, and tasks, and
whether it reduces performance gaps between models.
oCompare APl-based generative LLMs with supervised encoder classifiers on identical held-out
test sets.

Research Question

oRQ1: Do RAG and reasoning improve Macro-F1 over non-retrieval baselines across ESG verification
tasks, datasets, and languages? Does reasoning add gains beyond RAG?

oRQ2: Do RAG effects vary by model tier, dataset, language, and task? Can RAG narrow the
performance gap between models?

oRQ3: How do API-based LLMs compare with language-appropriate fine-tuned encoder classifiers
on identical test sets?




2. Literature Review

2.1 ESG Reporting and the Challenge of Greenwashing
2.2 Corporate Promise Verification

2.3 Large Language Models

2.4 Retrieval-Augmented Generation

2.5 Summary
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2.1 ESG Reporting and the Challenge of Greenwashing u}.—w

* ESG reporting has become a core mechanism for demonstrating

corporate accountability and sustainability commitments (Forliano
et al., 2025).

* The growing volume of disclosures has been accompanied by
strategic behaviors that systematically undermine transparency
(Ruggeri et al., 2025).
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2.2 Corporate Promise Verification ma ko

From Rhetoric to Evidence

* Advanced information systems reduce the gap between reported performance
and actual environmental outcomes (Luo et al., 2026).

* Recent frameworks explicitly link sustainability claims with verifiable corporate
actions rather than vague promises (Ong et al., 2025).

Computational Approaches

* Fine-tuned language models can quantify greenwashing risk through
mathematical formulations (Vinella et al., 2023).

* RAG-based frameworks extract and verify structured data points from complex
ESG documents (Zou et al., 2025).
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LLMs broadly encompass both decoder-based generative models and encoder-
based pre-trained models, each serving distinct roles in NLP tasks.

Two Core Model Architectures

 Decoder-based models (e.g., GPT series, Gemini-3, Claude Opus 5 & Sonnet 5)
leverage large-scale pre-training and are optimized via prompt engineering and
in-context learning without modifying underlying weights (Mienye et al., 2025;
Zhang et al., 2026).

* Encoder-based models employ supervised fine-tuning, making them suitable for
high-precision domain-specific tasks.

* Distinguishing these two architectures is essential for building robust ESG
promise verification frameworks (Liu et al., 2025; Mienye et al., 2025).

10
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2.4 Retrieval-Augmented Generation o

Table 1 Comparison of Five RAG Paradigms

Paradigm Key Features Strengths References

Naive RAG Single-pass retrieve-then- Simple and low-cost Lewis et al. (2020); Gao
generate et al. (2023)

Advanced RAG Dense retrieval with query More accurate, less noisy  Karpukhin et al. (2020);
rewriting and reranking context Gao et al. (2023)

Modular RAG Interchangeable modules Flexible and reconfigurable Gao et al. (2024)
with flexible flows

Graph RAG Entity—relation graph index Relational and multi-hop  Edge et al. (2024); Peng
for retrieval reasoning et al. (2024)

Agentic RAG  Agents dynamically plan  Adapts to complex, multi- Singh et al. (2025)

and refine retrieval step tasks

11
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2.5 Summary e
Table 2 Comparison of PRAGMA and Prior Approaches in ESG Verification
Method Verification Scope Grounded Evidence Multilingual Source
Rule-based Keyword detection Low (No external Limited to a single Ong et al,,
evidence) language (2025)
LLIM Scoring of 4 None (Model fine- English Vinella et
semantic attributes tuning only) al. (2023)
Existing RAG 4-task promise Yes (RAG-based) Multilingual (English,  Seki et al.
verification French, Chinese, (2024)
Japanese, Korean)
PRAGMA 4-dimensional Strong (Dual-track  English, Traditional This Study
(Promise RAG Agentic |ogical verification dynamic RAG) Chinese

Grounded Multilingual
Analyzer)

Source: This study

12



3. Research Methodology

3.1 System Architecture
3.2 Dataset
3.3 Retrieval Corpus and Indexing

3.4 Model Selection
3.5 Evaluation Metric
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3.1 PRAGMA System Architecture -y
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Figure 1 Proposed Dual-Path Research Architecture Integrating Retrieval-Augmented Decoder Models and Fine-Tuned Encoder Models for Multilingual ESG Promise Verification
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3.2 Dataset (ML Promise) ma ko

» Source: ML_Promise
« Language: Chinese & English

« Sample Size: Chinese: 410 train /489 test; English: 400 train /400 test

Subtasks:
« Promise Status: whether a concrete or organization-level commitment is present
(Yes / No).
 Evidence Status: whether verifiable supporting evidence is provided (Yes /No).
» Evidence Quality: clarity of the evidence (Clear, Not Clear, Misleading, N/A).

« Verification Timeline: expected timeframe for tullilling the commitment (Already,

Less than 2 years, 2 to 5 years, More than 5 years, N/A).

15



3.2 Dataset (VeripromiseESG) M?

e Source: VeripromiseESG
 Language: Traditional Chinese & English

« Sample Size: Train 1000 / Val 1000 / Test 2000
« Coverage: Taiwan 50 Index (TWSE: 0050), 15 industry sectors

Subtasks:
« Promise Status: whether a concrete or organization-level commitment is present

(Yes / NoJ.
» Evidence Status: whether verifiable supporting evidence is provided (Yes / No).

» Evidence Quality: clarity of the evidence (Clear, Not Clear, Misleading, N/A).

» Verification Timeline: expected timeframe tor tullilling the commitment (Already,
Less than 2 years, 2 to 5 years, More than 5 years, N/A).

16



3.3 Retrieval Corpus and Indexing == :

Retrieval Corpus:
* Source: training splits of ML-Promise (Chinese & English) and VeriPromiseESG
(Chinese & English) datasets
* Tools: Use multilingual-e5-base model (dense similarity search)
Inference Process:
* The system retrieves the top-6 most relevant passages from corresponding
language index for each test instance.
* The retrieved top-6 content is appended to the LLM prompt to serve as contextual

evidence.

17
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3.4 Model Selection

Decoder-based Models ( RAG Path ) :
* Small Scale: GPT-5.4-nano
* Medium Scale: GPT-6-luna
* Large Scale: GPT-6.1 Sol

Encoder-based Model ( Fine-tuning Path ) :

e Chinese-RoBERTa (Chinese)
 RoBERTa-base (English)

18



\ NTPU

Cile 3 JETIC.
National Talpel University

3.5 Evaluation Metric

 Metric Chosen:
o Adopted the Macro-Averaged F1 Score (Macro-F1) across all four subtasks:
Promise Status, Evidence Status, Evidence Quality, and Verification Timeline.

o Paired bootstrap, 95% Cl on Macro-F1 differences

* Advantages:
o Ensures equal importance for both majority and minority classes.
o Compared with Accuracy, which tends to be biased toward majority classes,
Macro-F1 provides a fairer and more reliable assessment of classification and

reasoning performance. .
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4. Experiment Results and Analysis

4.1 Overall Performance

4.2 Effect of RAG

4.3 Incremental Effect of Reasoning Prompting beyond RAG
4.4 Effect of Model Capability Tier

4.5 Variation across Datasets, Language Versions, and Tasks

4.6 Generative LLM Systems versus Supervised Encoder Classifiers
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4.1 Overall Performance -

Table 3 Mean Macro-F1 of the API tiers and methods and the RoBERTa encoder.

Model NORAG RAG RAG+Reasoning Encoder Model
Chinese (mean of 8 dataset x task cells)

GPT-6.1-Sol 0.489 0.621 0.621

GPT-6-Luna 0.493 0.617 0.620

GPT-5.4-Nano 0.382 0.531 0.510

Chinese-RoBERTa 0.623

English (mean of 8 dataset x task cells)

GPT-6.1-Sol 0.532 0.598 0.598
GPT-6-Luna 0.518 0.581 0.576
GPT-5.4-Nano 0.455 0.499 0.505
RoBERTa-base 0.549

1. RAG improves all three model tiers by a similar margin (+0.097 / +0.093 / +0.099 for Nano / Luna /
Sol).

2. Thegainis largerin Chinese (+0.123 to +0.149) than in English (+0.044 to +0.066).

3. RAG improves performance across tiers, while adding reasoning (RAG+Reasoning) brings no further
gain (at most —0.008 vs. RAG).

21
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4.2 Effect of RAG e
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Figure 2. Mean Macro-F1 over 16 cells, with vs. without RAG (red: mean gain; cells with 95% CI above 0).
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4.3 Incremental Effect of Reasoning Prompting beyond RAG -yt
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Figure 3. RAG vs. RAG + reasoning (red: mean gain; cells whose CI includes 0).



4.4 Effect of Model Capability Tier
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Figure 4. Mean Macro-F1 by Model Tier, with and without RAG

=,

Small - Medium: large
gain. Macro-F1 rises by
about +0.09 (+0.087 w/o
RAG, +0.083 w/ RAG).

Medium - Large: small
gain. The improvement is
only +0.005 w/o RAG and
+0.011 w/ RAG.

RAG helps at every tier.
Macro-F1 rises by about
+0.09 to +0.10 at each tier.
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4.5 Variation across Datasets, Language Versions, and Tasks
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4.6 Generative LLM Systems versus Supervised Encoder Classifiers N\
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Cells where API is better / worse / indistinguishable from Encoder (of 16)
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Figure 6. Number of cells (of 16) where each API setting is better than, worse than, or indistinguishable from the RoOBERTa encoder (paired bootstrap, 95% CI). 260



5. Conclusion

5.1 Major Finding
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5.1 Major Finding

Retrieval drives the gains
1. RAG raised mean Macro-F1 by about +0.09 to +0.10 in all three tiers (e.g., Large: 0.511 -

0.610).

2. RAG + reasoning showed no statistical evidence of an additional gain over RAG alone.

RAG-enhanced LLMs are competitive with the encoder
1. Medium and Large with RAG matched the Chinese encoder (0.62 vs. 0.62) and exceeded

the English encoder (0.58-0.60 vs. 0.55).
2. Moving from Small to Medium helped most (about +0.08 to +0.09); Medium to Large
added only about +0.01.

28



5.2 Academic Research Contributions -
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1. Controlled evaluation
Separates the effects of RAG from reasoning prompting.

Examines RAG effectiveness across model tiers, datasets, languages, and ESG tasks.

3. Fair model comparison
Compares generative LLMs and encoder classifiers on identical held-out test data.

4. Multilingual robustness

‘ 2. Cross-condition analysis
‘ Evaluates performance across naturally multilingual and translated data.

29



5.3 Managerial Implications \hreu

Cile 3 JETIC.
MNational Talpal University

| 1. Identifies when RAG provides meaningful performance gains.

| 2. Examines whether retrieval-enhanced smaller models can approach larger
models.

| 3. Supports model selection under different cost and resource constraints.

| 4. Highlights multilingual and translation-related performance distortions.

30



5.4 Future work 5 3o
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1. Optimize retrieval performance by incorporating reranker and hybrid search

mechanisms to improve the precision of retrieved evidence for ESG promise
verification.

2. Enhance model explainability through evidence attribution, enabling users to
trace which retrieved passages support each verification decision.

3. Explore real-world deployment in regulatory systems to automate large-scale
ESG disclosure monitoring and corporate accountability auditing.

31
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